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1 Introduction

The following conventions improve the design of the resulting models.  Most apply equally well to both modeling and coding.

1.1 Objectives

The objectives of this guideline are:

· To document the object-oriented modeling conventions to be used on a project being modeled using object-oriented modeling techniques.

· To improve the quality of the models and their associated documentation.

· To improve communication within the development and maintenance teams.

· To decrease the costs associated with the models and their associated documentation.

1.2 Why have OO Modeling Conventions

Object-oriented modeling conventions are important for a number of reasons:

· Documentation and software are read far more times than it is written, often by someone other than its developer.

· Modeling conventions increase the quality of the resulting models.

· Modeling conventions increase the understandibility of the software, permitting software engineers to understand and maintain software more quickly and correctly.

· From 70% to 90% of the cost of software is in maintenance rather than development.

· The original developer will rarely maintain any software for its entire life.

1.3 Definitions

A convention is one of the following:

· A standard (S) is a mandatory constraint on the content or format of something (e.g., code, documentation).  You must follow standards unless you obtain a waiver from the Project Process Team and you document the deviation from the standard.

· A guideline (G) is an optional constraint on the content or format of something (e.g., code, documentation).  You should follow guidelines in most cases.  You must document any deviation from the guideline.

· A recommendation (R) offers advice.  It is less constraining than either a standard or guideline.  You may follow or ignore recommendations as appropriate.  You need not document any deviations from recommendations.

2 Modeling Languages and Tools

The following conventions standardize the products of modeling:

S)
Use a single industry standard OO modeling language to document all OO models. 

Rationale:  This standard promotes communication amongst developers. It also promotes increased model quality and

G)
Use the latest approved version of the OPEN Modeling Language (OML) to document all OO models. 

Rationale:  This guideline extension of the Unified Modeling Language (UML) is easier to learn, more expressive and intuitive than vanilla UML.  It also promotes a more pure object model than basic UML.

S)
Use an upperCASE tool that supports all necessary aspects of the chosen modeling language to electronically capture the results of OO modeling.  Do not let the choice of tool drive the choice of modeling language.

Rationale:  This ensures that the tool does what is intended.

G)
Use the latest approved version of Rational Suite from Rational Systems. 

Rationale:  This CASE tool is the approved choice.

3 Architecture

The following conventions help build good architectures:

S)
Model the business.  Concentrate on first modeling the essential business abstractions.  The design of the software should largely follow the structure of the business.

Rationale: This keeps the models relevant. The most important abstractions are those that are important to the customer.  OO modeling is largely simulating the business.

G)
Model collections of collaborating abstractions.  Do not concentrate only on individual abstractions.  Identify, model, implement, and test packages and frameworks of collaborating abstractions.

Rationale: No class is an island.  To allocate responsibilities properly, you need to know the dependency relationships among classes.  Packages are a natural increment of development.  Useful capabilities require collaborating classes.

S)
Use a layered architecture. Separate classes into horizontal layers that localize client interfaces, domain abstractions, and server interfaces.   Each layer should only depend on those layers below it in the architecture. 

Rationale: This minimizes coupling and produces a more maintainable architecture.
  

G)
Distribute the intelligence of the model horizontally.  Delegate subresponsiblities whenever appropriate. Make abstractions anthropomorphous.  Make them proactive.  Avoid god-like controller objects that control, violate the encapsulation of, and do much of the work for dumb as dirt data (DADD) objects.

Rationale: This greatly minimizes interaction coupling and lowers the number of classes to be developed and maintained.

G)
Maximize the use of patterns and frameworks.

Rationale: Patterns have been shown by experience to provide good, reusable solutions when properly used within their context.  Frameworks standardize reusable architectures within a domain.

G)
Measure the total number of types and classes (NTC) in each package.  For any domain-level package containing nine or more types and classes, consider either refactoring it by moving some of its contents to other packages or else decompose it into multiple packages.

Rationale: Too many types and classes indicate the possibility that the package is not cohesive.  The package may also be too large and complex to be adequately understandable and maintainable.

4 Abstraction, Localization, and Cohesion

The following conventions help build well-localized abstractions that maximize cohesion:

S)
Each package should implement a single abstraction. A package should be a cohesive collection of types, classes, and packages
.  All classes and types within a package should contribute to the fulfillment of the responsibilities of this single abstraction. The package is probably not cohesive if it cannot easily be given a meaningful name, a short cohesive description, and a cohesive set of associated responsibilities.

Rationale:  This makes packages cohesive, easy to understand, and minimizes maintenance costs.

S)
Each type
 should specify a single abstraction.  All operations of the type should contribute to the fulfillment of the responsibilities of this single object or role abstraction.  The type is probably not cohesive if it cannot easily be given a meaningful name, a short cohesive description, and a cohesive set of associated responsibilities.

Rationale:  This makes types cohesive, easy to understand, and minimizes maintenance costs.

S)
Each class should implement a single object abstraction. All fields and operations of the class should contribute to the fulfillment of the responsibilities of this single object
 abstraction.  The class is probably not cohesive if you cannot easily give it a meaningful name, a short cohesive description, and a cohesive set of associated responsibilities.  Do not create a new class to group common characteristics when refactoring if the resulting class does not capture a single abstraction.

Rationale:  This makes classes cohesive, easy to understand, and minimizes maintenance costs.

Exception: Classes may also be used to reify operations (strategy objects) and states (the State Pattern).

G)
Use a Responsibility-Driven Design (RDD) approach.  Use the description of the abstraction to drive the identification of responsibilities for doing, knowing, and enforcing.  Identify responsibilities before identifying the operations or fields that implement them.  

Rationale: RDD produces better models than data-driven methods in terms of cohesion and coupling.

G)
Use assertions to specify the abstractions of types and classes. Use preconditions and postconditions to specify operations.  Use invariants to specify classes.

Rationale: This produces well-defined types and classes that are easy to understand, maintain, and test.

G)
Design defensively. An object should maintain its abstraction, regardless of the messages it receives, the exceptions that it handles, or its state when these interactions occur.  Use exceptions to warn clients when the abstraction (as specified by an assertion) fails. Unlike Design by Contract, make the receiver of the message responsible for ensuring its own assertions.

Rationale: This makes the design more robust and reliable.

G)
Avoid large, complex classes.  Check the largest 5% of classes (i.e., the 5% that contain the most operations and fields) to see if they should be decomposed into smaller, simpler classes.

Rationale: Classes with numerous operations and fields tend not to be cohesive.  They are also hard to understand and maintain.

S)
Operations should implement a single functional abstraction. 

Rationale: Operations with functional cohesion are easier to understand and maintain.  The resulting operations are small and simple, making them more likely to be correct when first written.  They are easier to extend.  They simplify concurrency control and may improve performance when multiple threads are involved.

S)
Separate procedures and functions.  Functions (operations with a return type) should not have side effects (i.e., should not modify fields).  Procedures (operations with side effects) should not return values.

Rationale: The resulting operations are more likely to implement a single functional abstraction.  This convention simplifies operations and helps separate concerns.

G)
Separate decision-making operations from those that perform actions.  Policy operations that make decisions should delegate the resulting actions to other operations

Rationale: The resulting operations are more likely to implement a single functional abstraction.  This convention simplifies operations and helps separate concerns.

4.1 Number of Public Classes and Interfaces (NPCI)

Definition: The total number of public classes and interfaces in a given package.
Justification: Too many public classes and interfaces indicate the possibility that:

The package exhibits poor encapsulation.

There may be too much coupling between packages.

Threshold:  

Domain packages: 4 public classes and interfaces

Potential Fixes:

Hide some of the public classes and interfaces.

4.2 Number of Server Packages (NSP)

Definition: The total number of packages with which a given class collaborates (i.e., depends on).
Justification: Too many server packages indicate the possibility that:

There may be too much coupling between packages.

Threshold:  

Domain packages: 5 server packages

Potential Fixes:

Refactor the packages, moving classes and interfaces to other packages.

Exception:

For packages containing utility classes, this standard may be waived.

5 Information Hiding and Coupling

The following conventions help build models that maximize the information hiding of abstractions while minimizing the coupling between them:

S)
Maximize information hiding.  Hide as many of the design decisions as possible in the implementations of packages and classes. Especially hide design decisions that are subject to change. 

Rationale:  This increases maintainability and extensibility.

S)
Minimize interaction coupling.  Minimize the coupling between clients and servers. 

Rationale:  This increases maintainability and extensibility.

S)
Do not violate the Law of Demeter (a.k.a., the Don't Talk to Strangers pattern). An object should only send messages to the following: itself, its instance fields, its temporary variables, the actual parameters of messages sent to it, and exceptions that are raised to it.  In other words, an object should only send messages to its direct servers, but not to the servers of its servers.

Rationale:  This law preserves information hiding, thereby decreasing coupling and increasing maintainability.

S)
Declare all instance variables private.

Rationale:  Hiding instance variables (even from subclasses) makes it easier to modify their implementation, localizing changes to a single class.  It also helps to protect them, preventing clients from violating the state and abstraction of the object.  Subclasses should only access them via accessors.  Making them public allows any client to break encapsulation, and making them protected allows clients inside the same package to break encapsulation.

Exception: Places where use of a profiler (performance analyzer) has shown that direct access is required for performance reasons.
  

S)
Only access instance variables via accessors. 

Rationale:  This standard increases maintainability and extensibility because only the accessors need to be modified if the implementation of the instance variable changes.  This also allows the subclasses to vary synchronization and notification policies associated with field access.  In addition, current Java tools do not support references to fields.   

Exception: Places where use of a profiler (performance analyzer) has shown that direct access is required for performance reasons.  

S)
Fan-in for reuse is better than fan-out for control.

Rationale:  A high amount of fan-out is a warning flag that may signify the existence of a god-like controller class.

S)
Minimize the use of bi-directional referential relationships.  Try to use unidirectional associations instead.  If bi-directional association is required, consider using observer associations. 

Rationale:  This minimizes coupling, the amount of referential integrity software that must be written and maintained, and minimizes bugs associated with referential integrity.

S)
Do not use ternary
 and higher-level referential relationships.  Replace them with associative classes. 

Rationale:  Such relationships are complex and cannot be directly mapped into existing languages.

G)
The operations and variables within a class should be more tightly coupled than the class is to other classes.

Rationale: This produces classes that tend to be more cohesive than those classes that violate this guideline.

G)
Maximize inheritance coupling.  Large hierarchies of small classes are more powerful (when you have a good browser).

Rationale: This increases reuse.

G)
Minimize the number of public operations. 

Rationale:  This minimizes coupling between classes.

S)
Do not return a value unless the client needs one. Maximize the use of messages that return void.  Operations should rarely return this.  Do not use return values for error codes.

Rationale:  This minimizes coupling and makes the code more extensible and modifiable.  Cascading operations, such as anObject.operation1().operation2().operation3(), can cause synchronization problems and be a source of bugs when the expected return value does not match the actual return value.

G)
Avoid making accessors public. Only export accessors that are intrinsic to the abstraction of the class (e.g., when the class is an information holder).  Do not count on the kindness (or understanding) of client classes. Do not expose instance variables via read accessors (getters).

Rationale:  Public accessors leak implementation decisions.  Allowing clients to update your fields for you invites them to violate your abstraction, scatters your responsibilities, and may lead to designs based on controller objects controlling dumb data objects.

G)
Minimize the number of parameters per operation. Only pass those parameters that will actually be used.

Rationale:  This minimizes coupling and increases extensibility.

G)
Minimize the use of class-level (a.k.a., static) variables and methods.

Rationale:  They act as global data in non-OO languages, thereby making operations more context-sensitive.  They hide possible side effects and cannot be overridden in any meaningful way in subclasses.

6 Types

The following conventions increase the effective use of types (interfaces):

G)
Where practical, declare fields and parameters using types instead of classes.

Rationale:  This makes the declaration more reusable and extensible.  This also increases polymorphic substitutability.

G)
Use types instead of purely abstract classes.  Only use abstract classes if they provide at least some implementation.

Rationale:  Types are more flexible than abstract classes.  They support multiple inheritance and can be used as partial mixins
 in otherwise unrelated classes.

7 Instantiation

The following conventions help you to use instantiation effectively:

S)
Always create instances in a valid state.

Rationale:  This increases quality and reliability by helping ensure that the object does not violate its abstraction.

Exception: Document cases where all of the information required to completely initialize the object is not available at the time when a partial version of the object must be created.  Cases where lazy initialization must occur.

8 Inheritance

The following conventions help you to use inheritance effectively:

S)
Only use specialization inheritance.  Each abstraction
 should be a specialization of its ancestors and a generalization of its descendants.  The extent of a class or type should be a subset of the extent of its ancestors and a superset of the extent of its descendants.  Use specialization inheritance to capture "a kind of" taxonomies.  Avoid interface and especially implementation inheritance.  If you use interface or implementation inheritance, use the OML annotations to warn the readers of your diagrams.

Rationale:  Specialization inheritance is easier to understand and maintain.  It matches the way people think and ensures polymorphic substitutability.

S)
Ensure polymorphic substitutability.

Rationale:  This increases extensibility, maintainability, and ensures that the design behaves the way people expect.

S)
The complete 
protocol of an abstraction (class, type) must be a superset of the union of the protocols of its ancestors.  Children may add messages, but not delete them.

Rationale:  This ensures polymorphic substitutability.

S)
The assertions of children must conform to the assertions of their parents.  Children may not weaken invariants.  Children may not strengthen the preconditions of operations.  Children may not weaken the postconditions of operations.

Rationale:  This ensures polymorphic substitutability.

S)
The state models of children must conform to the state models of their parents. Children may add states and substates to inherited states, but may not delete inherited states. Children may add transitions or [strengthen] guards, but may not delete inherited transitions or weaken inherited guards.  Children may not transform inherited states into stop states, either directly or via substates.

Rationale:  This ensures polymorphic substitutability.

S)
Use superclasses to standardize descendant names and meaning.  Do not change the meaning of inherited resources.  Use common naming to support polymorphism.  When you override operations, they should implement the same overall functional abstraction, although naturally they may be more specialized.

Rationale:  This increases extensibility, understandability, maintainability, and ensures that the design behaves the way people expect.

S)
Do not branch based on type.  Use polymorphism instead.  Do not use the reflexive nature of the implementation language to mimic branching based on type.  Avoid the use of if and case (select) statements based on type.

Rationale:  This increases maintainability.

Exceptions: When interpreting input from outside of the object world, one must determine the types of the resulting objects.

Do not create via inheritance a new interface as the union of existing interfaces unless it captures a single abstraction.

9 Exceptions

The following conventions help you to use exceptions effectively:

S)
Model exceptions as well as messages.

Rationale:  Objects interact by exceptions as well as messages.  This standard increases reliability and robustness.  As much as 80% of the code of deliverable embedded systems may involve error handling.

S)
Use exceptions to model error conditions.  Do not use an exception as a glorified “goto” (or rather "come from") or as glorified return values.

Rationale:  Exceptions are the natural way to signal error conditions.  They are more efficient than other approaches.  They also separate normal code from error handling code.










G)
Create inheritance hierarchies of exception classes representing different kinds of exceptions.  Preserve the polymorphic substitutability of related kinds of exceptions.

Rationale:  This permits more efficient exception handlers at the correct level of abstraction that can properly handle multiple kinds of exceptions.  This guideline also minimizes redundant exception handling code.














10 Concurrency

The following conventions support the proper use of concurrency:

G) Consider using concurrency.  Use concurrency to:

Accurately model concurrency inherent in the application domain.

Simplify the analysis and design by avoiding artificial seqentialization or unnecessary scheduling.

Ensure mutually exclusive access to objects and their attributes.

Improve performance (e.g., via rate monotonic scheduling and multiprocessor or distributed processing).

Rationale:  The real world is inherently concurrent, and models of concurrent situations should capture that concurrency.  Concurrency is quite useful and often unavoidable.

G)
Consider potential concurrency problems.  Analyze the design for deadlock, livelock, starvation, priority inversion, and unnecessary polling.

Rationale:  Concurrency introduces a whole new set of bug types.
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� You do not need to document or obtain a waiver to use an exception that is included in this document.


� A lasagna architecture is thus better than a ravioli architecture of poorly organized classes which in turn is better than traditional spaghetti code.


� Although not every implementation language permits the actual nesting of packages, the equivalent result can usually be obtained by using fully qualified package names.  For example, the following Java package name illustrates the nesting of packages: com.companyName.domainLayer.packageName.


� For example, Java interfaces.


� Whereas packages may implement either an object or functional abstraction, classes should implement object abstractions.


� You still need to obtain a waiver from the Process Team, but it will be easy IF you have profiler data to back up the need.


� A ternary relationship is one that connects three nodes.


� A mixin is a class or type (interface) that is mixed in with another class or type using multiple inheritance.  It is used to supply a needed capability in multiple places in the classification hierarchy.  Mixin classes are common in C++, and mixin interfaces are common in Java.


� Class or type (e.g., Java interface).


� The complete protocol includes all public messages, the inherited ones as well as those that were added at the current level.   
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